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Abstract—Automated monitoring of marine life from under-
water video is a challenging problem. We present a lightweight,
real-time computer-vision pipeline for automated detection and
counting of sea urchins from underwater video, designed to
alleviate the labor-intensive, costly, and increasingly hazardous
nature of traditional diver-based surveys as urchins move to
deeper waters. The system combines a YOLO-based detector with
the BoT-SORT multi-object tracker and is optimized for edge
deployment on an NVIDIA Jetson Nano. We present detection
accuracy results on an augmented benchmark dataset, along with
tracking and counting performance evaluated on ROV recordings
collected off the west coast of Canada.

I. INTRODUCTION

Monitoring marine life is increasingly important as the
expansion of marine resource exploitation intensifies threats
to ecosystem health [1]. Autonomous underwater vehicles
(AUVs) and remotely operated vehicles (ROVs) equipped with
sensors such as stereo cameras and sonar are now widely used
for efficient, safe, and often non-destructive ecological surveys
[2]. Object detection is central to scene understanding in these
systems, where large volumes of visual data are generated and
processed.

However, underwater imaging poses distinct challenges for
computer vision algorithms. Factors such as turbidity, light
attenuation, non-uniform illumination, and cluttered seabed
often degrade image quality and make object detection difficult
[3]. Recent advances in deep learning have significantly im-
proved visual perception performance regarding the challenges
above. In particular, convolutional neural networks (CNNs)
possess a powerful ability to learn robust visual features
directly from training datasets [3], [4]. You Only Look Once
(YOLO) is a fast, single-stage convolutional network that
predicts bounding boxes and class probabilities for all objects
in an image [5]. The YOLO family has undergone several
architectural revisions; a recent major release, YOLOvVI12,
adopts an attention-centric design intended to improve accu-
racy while maintaining real-time inference speed [6]. YOLO
and its variants have been adapted for underwater object
detection in recent work [4], [7]-[9], and their lightweight
design makes them well-suited for real-time deployment on
resource-constrained computing platforms attached to AUVs
and ROVs.
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Sea urchins hold cultural, nutritional, and economic sig-
nificance for many coastal communities, including Indigenous
communities on the west coast of Canada, yet traditional diver-
based surveys for estimating urchin populations are labor-
intensive, costly, and potentially hazardous. These challenges
are further amplified by environmental changes, which drive
sea urchins to deeper waters that are more difficult for divers to
access. Automated vision-based monitoring offers a promising
alternative to improve the efficiency and safety of urchin
population assessment.

In this work, we develop a lightweight computer vision
pipeline for automated detection and counting of sea urchins.
The system includes a YOLO-based object detector and a
lightweight multi-object tracking module to ensure stable
identity recognition across frames. By relying solely on camera
data, the proposed approach aims to provide a flexible and ef-
ficient solution for underwater ecological monitoring, enabling
real-time operation on resource-constrained edge devices such
as the NVIDIA Jetson Nano [10].

II. RELATED WORK
A. Underwater Object Detection

Early underwater object detection methods relied on specific
visual features such as texture, color, and saliency [4]. These
methods often need manually designed features and often
struggle to perform effectively in underwater environments
where illumination and turbidity vary widely. More recent
studies have adapted YOLO for underwater tasks [4], [7],
[8]. They have demonstrated that training on domain-specific
datasets and applying data augmentation can substantially
improve detection performance.

B. Object Counting & Tracking

Multi-object tracking (MOT) is often used to support object
counting in video sequences. These methods link detection
results across frames using trajectory information from the
detection boxes, thus keeping object identities consistent over
time. For example, combining YOLO with MOT algorithms
such as DeepSORT has been used for real-time fish tracking
[11]. An alternative method is density map estimation, which is
commonly used for crowd counting. Models such as CSRNet
estimate the number of objects by predicting a density map
over the image [12]. However, these approaches are generally



less robust when objects are occluded, making them a poor fit
for underwater monitoring applications.

C. Robotic Systems for Sea Urchin Monitoring

Several robotic platforms have been developed for auto-
mated marine surveys. The Sirius AUV is equipped with
stereo cameras, sonar, and navigation sensors to generate
georeferenced imagery and three-dimensional reconstructions
of the seabed [2]. This system has been deployed for sea urchin
monitoring in Tasmania, where the generated imagery can
be used for habitat analysis and population estimation [13].
Another work uses a micro autonomous surface vehicle (u-
ASV) equipped with both camera and sonar sensors [14]. The
system performs sea urchin detection using computer vision
and generates bathymetric maps from sonar data. To avoid
recounting, the vehicle follows predefined zigzag trajectories
using waypoint navigation. While these systems demonstrate
the potential of robotic surveys, they rely on multiple sensors
and complex navigation strategies.

In contrast, our method relies solely on camera data and
computer vision, enabling real-time operation on resource-
constrained edge devices.

III. SYSTEM OVERVIEW

The proposed pipeline detects and counts sea urchins from
an underwater camera. As illustrated in Fig. 1, the pipeline
consists of an object detection stage followed by a multi-
object tracking module. A YOLO-based detector identifies sea
urchins in each frame and produces bounding box predictions.
The detections are then associated across frames using BoT-
SORT [15] to ensure uniform urchin identities. Each newly
assigned unique track ID is counted once, allowing the system
to estimate the number of sea urchins without double-counting.
The entire pipeline runs in real time on an embedded platform
(NVIDIA Jetson Nano). The details of our setup are discussed
in the next section.
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Fig. 1: Overview of our sea urchin counting pipeline.

IV. METHODOLOGY

A. Object Detection

YOLOvI11 Nano (YOLO11n) was selected as our backbone
detector. For each frame, the model predicts the pixel coordi-
nates and a confidence score for every potential urchin. This
information will be used later for tracking and counting.

B. Datasets

Two datasets were employed: the annotated benchmark
Detecting Underwater Objects (DUO) dataset [16] containing
four species (urchins, starfish, scallops, and holothurians),
and a custom dataset comprising 1,266 manually annotated
seabed frames with urchins extracted from underwater videos
collected with an ROV on the west coast of Canada with
the Ocean Resources Team of the SC’IANEW Nation. All
four species were kept in the dataset to provide the model
with negative examples. The detector was first trained on
the DUO dataset to establish an underwater-specific feature
representation, and subsequently fine-tuned on a mixed dataset
in which the custom samples constituted 15% of the total.
Fig. 2 shows examples of labeled data from the two datasets.

(a) from DUO

(b) from ROV-collected data

Fig. 2: Examples of annotated urchin data.

As previously mentioned, the underwater environment poses
challenges to the accuracy of deep learning object detectors
due to water turbidity, illumination variation, and motion blur.
To overcome that, we applied a combination of YOLO built-
in augmentations and Albumentations transforms [17]. These
included motion and Gaussian blur to simulate camera move-
ment, random brightness/contrast adjustment, hue, saturation,
value (HSV) shifts, Gaussian noise to mimic suspended par-
ticles, and copy-paste augmentation to increase small-object
diversity. Image augmentations were gradually reduced in the
final epochs to stabilize the network weights during fine-
tuning.

C. Object Tracking & Counting

Seawater currents introduce irregular trajectories for
underwater robots, resulting in nonuniform motion of
urchins within the field of view. To ensure accurate
frame-to-frame counting without duplication, we adopted an
object-tracking-based approach. Specifically, the multi-object
tracker BoT-SORT [15] was integrated into the YOLO
framework. BoT-SORT combines Kalman filtering, associa-
tion based on intersection-over-union (IoU), and lightweight
re-identification. During tracking, a confidence threshold of
0.5 was applied, and only urchin bounding boxes were passed
to the tracker to maintain stable, non-redundant counts.

D. Jetson Nano Deployment

The fine-tuned YOLOI11n detector was exported to a Ten-
sorRT engine and deployed on an NVIDIA Jetson Nano
(128-core Maxwell GPU, 472 GFLOPs), which was used to
measure the inference time and was the intended embedded



Fig. 3: Data example from a training batch.

platform for the final underwater application. TensorRT is
a C++ library that facilitates high-performance inference on
NVIDIA GPUs, which takes a trained network and produces
a highly optimized runtime engine that performs inference for
that network [18]. By doing this, we can ensure the stability
of real-time operation on resource-constrained devices.

V. EXPERIMENTAL SETUP

In this section, we describe the training procedure for the
proposed computer vision pipeline and the approach used for
performance evaluation.

A. Training Configuration

The model training was based on Ultralytics’ YOLO frame-
work [19]. The model was first trained on the DUO dataset
to develop general underwater object-detection capabilities.
Then, it was fine-tuned on the mixed dataset to establish
its ability in the application’s target domain. Fine-tuning was
performed for 100 epochs with an input resolution of 640x 640
and a batch size of 16.

During fine-tuning, several techniques were adopted to make
the model more robust while preserving its accuracy. To
preserve general visual features learned on the DUO dataset,
the initial learning rate was reduced to 0.0008, and the first 10
backbone layers were frozen during fine-tuning. To improve
robustness in the target deployment domain, data augmentation
techniques were incorporated. Motion blur, noise injection,
brightness, and color variations were applied to simulate
common underwater imaging conditions such as turbidity,
lighting variation, and non-uniform camera motion. Fig. 3
shows data from an example fine-tuning training batch.

B. Evaluation Metrics

We used standard object detection metrics to evaluate
detection performance. Parameters such as precision, recall,

precision—recall (PR) curves, and average precision (AP) were
examined for this purpose. Precision and recall are defined as

TP
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where TP, FP, and FN are true positives, false positives, and
false negatives, respectively. The PR curve is generated by
varying the confidence threshold used to filter the model’s
bounding boxes. AP is computed as the area under the PR
curve at a specified Intersection over Union (IoU) threshold for
matching detections to ground truth. We use an IoU threshold
of 0.5 and report AP@50.

To evaluate tracking and counting performance, we de-
ployed the system on several video clips from the ROV
recordings. Each output frame was manually inspected to
determine whether the tracker maintained consistent object
identities over a given time interval. For each detected urchin,
the first and last frames associated with its track ID were
recorded to calculate the lifetime of that ID. This lifetime was
then compared with the urchin’s actual lifetime (calculated
manually) to assess tracking stability.

The counting mechanism depends on the persistence of
unique track IDs. If most detected urchins retain their IDs for
durations close to their actual lifetimes, the system can reliably
avoid duplicate counts across frames. The video sequences
used for evaluation were collected during general underwater
observation and were not recorded specifically for counting.

VI. RESULTS

In this section, we report detection, tracking, and counting
results according to the metrics introduced above, together
with an analysis of time complexity.

A. Detection Performance

1) Baseline Performance on DUQO: We first evaluated the
YOLOvV11n model trained and tested exclusively on the DUO
dataset (i.e., without fine-tuning) to establish a baseline. The
results are shown in Table I. Considering the PR curves, the
model achieves strong performance in urchin recognition (AP
of 0.924) and high accuracy for starfish and holothurians (AP
of 0.935 and 0.864, respectively). Performance on the scallop
category is comparatively weaker (AP of 0.694), largely due
to the limited sample size and low visual contrast in the
DUO dataset, as scallops often resemble background rocks and
exhibit substantial shape variability. Although scallops are not
the primary target of this application, the category was retained
to reduce overgeneralization and prevent misclassification of
uncertain background objects as sea urchins. The overall mean
AP, mAP@50, across all four classes is 0.854.

The confusion matrix in Fig. 4 supports these observations.
For urchins, the detector exhibits a strong diagonal response
with minimal misclassification into other categories. These
results establish a baseline before incorporating our ROV-
collected data.



TABLE I: Detection performance for DUO dataset.

Class Images Instances P R AP@50
All 1111 10522 0.858  0.772 0.854
Holothurian 490 1081 0.832  0.795 0.864
Urchins 967 7205 0912 0.843 0.924
Scallop 78 216 0.79  0.583 0.694
Starfish 659 2020 0.897  0.866 0.935

Confusion Matrix Normalized
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Fig. 4: Confusion matrix for DUO dataset.

2) Finetuned Performance on the Mixed Dataset: The
performance results for detection on the mixed dataset used
for fine-tuning are shown in Table II. We observe that after
fine-tuning, urchin detection improved: AP increased from
0.924 to 0.941. Conversely, accuracy for the other three classes
declined slightly, yielding an overall mAP@50 of 0.854 on
the mixed dataset. This result is expected because our dataset
contained very few examples of holothurians, starfish, and
scallops, so fine-tuning provided limited additional informa-
tion for those categories. Overall, the baseline model already
showed strong detection performance, and fine-tuning clearly
benefited the target class of sea urchins.

The confusion matrix in Fig. 5 shows a similar pattern.
The performance for urchins improves: recall increases from
0.843 to 0.869, indicating a greater robustness to the target
environment’s visual characteristics. Performance for starfish
and holothurians remains high. The false-negative rate for
scallops remains substantially higher than for other classes,
reflecting their low visual contrast, high shape variability, and
near-absence in the ROV-recorded portion of the training data.
These factors make scallops the most challenging class.

B. Tracking Performance

To further assess detection reliability in the deployment set-
ting, the fine-tuned detector was evaluated on three regions of
interest (ROIs) from ROV underwater videos. ROI 1 contains
19 individually identifiable urchins over 248 frames, and ROI 2
contains 21 urchins across several shorter clips. ROI 3 was
extracted from the same video used to generate training images
for the detector, so its results reflect performance on previously

TABLE II: Detection performance on mixed dataset.

Class Images Instances P R AP@50
All 1337 15767 0.845  0.771 0.854
Holothurian 490 1081 0.829  0.786 0.857
Urchins 1178 12441 0.904 0.869 0.941
Scallop 78 216 0.785  0.583 0.692
Starfish 666 2029 0.876  0.860 0.927

Confusion Matrix Normalized
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Fig. 5: Confusion matrix on the mixed dataset.

seen visual conditions rather than fully independent evaluation.
For each ROI, the detection rate was calculated by summing
the number of detected frames across all urchins and dividing
by the sum of their actual visible frames, both determined
through manual inspection. For urchins that experienced an ID
switch during tracking, the detection counts for all associated
IDs were aggregated before computing the rate.

As shown in Table III, the overall mean detection rate is
80.3% with considerable variation across individual urchins.
This variation is largely attributable to the distance between
the urchin and the camera: urchins close to the camera and
fully visible are detected in nearly every frame, while distant
or partially occluded individuals exhibit substantially lower
detection rates. Water turbidity and motion blur further reduce
detectability for urchins near the periphery of the field of view.

The tracking module was evaluated on the same three ROIs
described above. For each urchin, the tracked lifetime was
computed as the number of frames spanned by the track ID
assigned by BoT-SORT (i.e., the difference between the last
and first frames associated with that ID). This value was
compared against the actual lifetime obtained by manually
counting the total number of frames in which the urchin
was visible. The ratio of tracked lifetime to actual lifetime,
referred to as the lifetime ratio, serves as the primary metric.
Urchins for which BoT-SORT reassigned a different track ID
during the visible period (i.e., ID switches) were excluded
from the lifetime ratio computation and analyzed separately,
as the primary track ID no longer covers the full duration of
observation.

Figure 6 compares the tracked and actual lifetimes (in



TABLE III: Total urchin detection rate. N is the number of
urchins evaluated.

ROI N Detection Rate (%)
1 19 74.2
2 21 78.5
3 37 88.2
Overall 77 80.3
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Fig. 6: Tracked and actual lifetimes (in frames) for urchins
without ID switches for ROII.

frames) for the 14 urchins in the ROI without ID switches.
With the exception of one outlier, the two measures are closely
aligned, indicating stable tracking throughout visibility.

The results for all three ROIs are shown in Table IV. We
observed that among the 62 urchins that maintained a consis-
tent track ID, the mean lifetime ratio is 93.9%, indicating that
the tracker preserves identity over the large majority of each
urchin’s visible duration. The remaining 15 urchins (19% of
the total) experienced at least one ID switch during tracking.
Analysis of these cases revealed three primary failure modes:

1) Clustering: When multiple urchins are positioned in
close proximity, the detector occasionally merges them
into a single bounding box. Upon re-separation, each
individual is assigned a new track ID.

2) Insufficient appearance history: Urchins that appear
only briefly before temporarily leaving the field of view
tend to receive a new ID upon re-detection, as the tracker
lacks sufficient prior observations for re-association.

3) Spatial re-entry mismatch: An urchin that exits the
frame at one location and re-enters at a different posi-
tion, due to camera motion or water current, is treated
as a new object by the tracker.

Further inspection of ID switches showed that, for most
affected urchins, one of the two or multiple track segments
before or after the switch lasted fewer than 20 frames. This
suggests that ID switches often produce a short fragmented
track rather than two sustained tracks of comparable duration.
Such short fragments are consistent with the failure modes de-
scribed above, which generally occur over brief time intervals.
Based on this observation, a 20-frame threshold was applied
in the counting stage, and only IDs persisting for more than

TABLE IV: Tracking evaluation on three video ROIs. N
denotes the number of urchins evaluated. “Consistent” refers
to urchins that maintained a single track ID throughout. The
lifetime ratio is computed only over this consistent subset.

ROI N  Consistent ID Switches Lifetime Ratio (%)
1 19 14 5 90.4
2 21 12 9 93.6
3 37 36 1 97.6
Overall 77 62 15 93.9

TABLE V: Urchin counting results across three video ROIs.
“Raw” IDs refer to the total number of unique IDs assigned
by BoTSORT. “Filtered” IDs are those retained after applying
a 20-frame minimum detection threshold.

ROI Raw IDs Filtered IDs Ground Truth (V)
1 24 20 19
2 32 25 21
3 38 37 37

20 frames were included in the final count. This suppresses
over-counting caused by short track fragments generated by
ID switches.

C. Counting Performance

Table V summarizes the counting results. After applying
the 20-frame threshold, the filtered count matched the ground
truth exactly for ROI 3, while ROI 1 and ROI 2 overcounted
by 1 and 4 urchins, respectively. These results show that the
20-frame threshold effectively suppresses most overcounting
caused by fragmented tracks. Note that the evaluated video
sequences were not recorded specifically for counting; the
ROV revisited overlapping areas during filming, causing some
urchins to re-enter the field of view and increasing the like-
lihood of duplicate counts. A linear survey trajectory with
minimal scene overlap would reduce re-entries and further
improve counting accuracy.

D. Real-Time Performance

The full processing pipeline, comprising urchin detection
and BoT-SORT tracking, achieves an average throughput of
76 ms per frame (=13 frames per second) when deployed
on the NVIDIA Jetson Nano. This performance demonstrates
that the system can operate in nearly real-time on resource-
constrained hardware, making it suitable for deployment on
underwater robotic platforms for automated urchin monitoring.

VII. CONCLUSION

This study presented a computer vision pipeline for au-
tomated sea urchin detection and counting from underwater
video deployed on NVIDIA Jetson Nano. The system inte-
grates a fine-tuned YOLO11n detector with the BoT-SORT
multi-object tracker and is designed for real-time deploy-
ment on embedded platforms. Data augmentation significantly
improves robustness to underwater imaging challenges such
as turbidity, illumination variation, and motion blur. With
sufficient training data and domain-specific fine-tuning, the



proposed approach achieves strong detection performance,
reaching an mAP@50 of 0.941 for sea urchins and an overall
detection rate of 80.3% on underwater video sequences.

Tracking evaluation shows that, among urchins with con-
sistent identities, the tracker achieves an average lifetime ratio
of 93.9%, indicating stable identity preservation across most
frames. Failure analysis reveals that ID switches mainly occur
when urchins cluster together, when objects briefly leave the
field of view, or when appearance history is insufficient. Track-
ing stability is also influenced by imaging conditions. Urchins
that appear larger in the image are detected and tracked more
consistently than distant or partially occluded individuals. This
suggests that maintaining a closer and more downward-facing
camera orientation may further improve counting accuracy.

Future work will focus on improving tracking robustness in
dense scenes and reducing ID switches through enhanced asso-
ciation mechanisms or stronger appearance features. Expand-
ing the dataset to include more diverse underwater conditions
may further improve detection and counting reliability.
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