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Abstract—The integration of Ambient Internet of things (A-
IoT) into 3rd Generation Partnership Project (3GPP) networks
enables large-scale deployments of maintenance-free, energy-
harvesting devices. Identifying such devices via contention-based
random access is challenging due to energy constraints, device
heterogeneity, and partial observability. This work proposes a
reinforcement learning (RL)-based resource allocation framework
that adapts access resources based on slot-level feedback, elim-
inating the need for explicit backlog estimation. The method
accounts for capture effects and heterogeneous device capabilities,
learning a policy that balances successful identification and
collision reduction. Simulation results show that the RL-based
scheme achieves significant device energy savings and reduction
in identification time, depending on device type and scenario,
compared to relevant conventional baseline schemes.

I. INTRODUCTION

The Internet of things (IoT) now links billions of devices
across consumer, commercial, and urban environments us-
ing wireless protocols from short-range (e.g., radio-frequency
identification (RFID), Bluetooth low energy, Zigbee) to wide-
area solutions (e.g., long-range wide area network, cellular)
that enable continuous, autonomous data transfer [1]. Within
cellular IoT, the 3rd Generation Partnership Project (3GPP)’s
Release 13 introduced narrowband IoT and enhanced machine-
type communications (MTC) to optimize coverage, cost, and
energy efficiency for delay-tolerant applications [2]. Release 19
introduced Ambient IoT (A-IoT) for ultra-low-complexity,
battery-less devices [3]. A-IoT extends RFID’s backscatter and
active transmissions with wireless energy harvesting, enabling
maintenance-free devices with extended range and continuous
operation. It also leverages existing 3GPP infrastructure, from
base stations to user equipments. By addressing the range
and power limitations of current technologies, A-IoT enables
dense, long-lasting deployments where conventional battery
management is impractical [4].

As A-IoT integrates into the 3GPP ecosystem, procedures
such as resource allocation for random access must be revisited
to accommodate both IoT application demands and A-IoT
device constraints. For example, bulk identification of large-
scale A-IoT deployments, a key use case specified in [5],
requires tailored resource management that also accounts for
the limited energy budgets and variable discharge durations
of diverse A-IoT device types. To address these challenges,
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we introduce an adaptive resource-allocation scheme for ran-
dom access that aligns with 3GPP A-IoT procedures and
enables efficient bulk identification. Building on RFID frame-
length adjustment [6], originally designed for homogeneous,
throughput-optimized scenarios, we extend the approach to
heterogeneous A-IoT devices with strict energy constraints.
Moreover, we adopt a reinforcement-learning (RL) framework
that learns optimal allocation policies directly from slot-level
feedback, delivering energy- and time-efficient identification
without prior knowledge of network load.

Several recent studies have employed RL to optimize ran-
dom access in IoT. For example, deep RL has been used for
access control in satellite and cellular MTC networks [7]–
[9]. Prior work on random access includes RL-based slotted-
ALOHA schemes for MTC improving throughput and fairness
over exponential backoff [10], and an RL-aided dynamic frame
slotted ALOHA (DFSA) anti-collision approach for EPC C1G2
RFID [11].

Against this backdrop, our main contributions are:

• We present the first application of RL to random access
in 3GPP A-IoT, supporting both homogeneous and het-
erogeneous device deployments, explicitly modeling the
capture effect, and dispensing with backlog estimation by
relying solely on slot-level observations.

• We design a proximal policy optimization (PPO) [12]-
based RL scheme that adaptively adjusts contention re-
sources using slot outcomes, accounts for capture effects,
and incorporates device energy constraints to support A-
IoT.

• We benchmark our approach against established baseline
methods, demonstrating per-device energy savings and
reduced identification times across network scenarios.

The paper is organized as follows. Section II revisits A-IoT
specifications and motivates our solution. Section III, defines
the system model and key parameters. Section IV presents
the proposed random access solution. Section V evaluates
performance against benchmark methods. Finally, Section VI
concludes the paper.

II. 3GPP AMBIENT IOT BACKGROUND

In this section, we first briefly review 3GPP A-IoT device
types and the random access procedure. Then, we motivate the
need for dynamic resource allocation in random access.
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TABLE I
COMPARISON OF A-IOT DEVICE TYPES.

Device type 1 2a 2b
Peak power ∼1 µW ≤ few 100 µW ≤ few 100 µWconsumption
Energy storage Yes Yes Yes
Amplification None Uplink/Downlink Uplink/Downlink
RF carrier External External Internal
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Fig. 1. Illustration of the 3GPP CBRA procedure. Msg 1 is generated from A-
IoT devices carrying RN16. Two A-IoT devices (Dev A and Dev B) accomplish
random access. One resource experiences a collision (Col.) and one is idle
(Idle). In Msg 2, the reader echoes the RN16. In Msg 3, each device sends its
unique ID and optional upper-layer data.

A. A-IoT Device Types

Three A-IoT device types are defined in 3GPP Release 19,
distinguished by power consumption and signal-generation
capability [4]. Type 1 devices, akin to passive RFID, use
external carrier waves for backscatter communication without
internal amplification, drawing up to 1 µW. Type 2a devices
also backscatter on external carriers but add internal amplifica-
tion, with peak consumption of several hundred µW. Type 2b
devices, similar to active RFID, generate and amplify their own
signals, likewise consuming on the order of hundreds of µW.

Table I compares these device types. Unlike their RFID
counterparts, all three integrate energy harvesting and storage,
operating solely on harvested energy until depletion, known
as discharge time, which spans seconds for type 1 and only
milliseconds for type 2a and 2b devices [13].

B. A-IoT Random Access Procedure

The A-IoT random access procedure comprises contention-
free (CFRA) and contention-based (CBRA) modes, with
CBRA used for initial device identification [4]. CBRA starts
when the reader broadcasts a paging message that allocates a
set of time- and/or frequency-domain slotted-ALOHA access
resources, called access occasions (AOs), for “Msg1”. Because
A-IoT devices alternate between energy-harvesting and active
states, only a fraction of devices receive the broadcast [14].
Each device that receives it randomly selects one AO to trans-
mit Msg1, which carries a 16-bit random identifier (RN16).
The reader then replies with “Msg2”, echoing each RN16 to
resolve contention. Devices recognizing their RN16 in Msg2
send “Msg3”, containing their device ID and optional upper-
layer data, via time- and/or frequency-domain multiplexing.
Successfully identified devices skip subsequent CBRA rounds.
An illustration of the overall CBRA procedure for a single
round is shown in Fig. 1. If a device remains unidentified in

the current round, it participates in the next CBRA round for
which it has received the reader’s paging message.

C. Challenges for A-IoT Random Access

Integrating A-IoT into cellular networks poses unique design
challenges compared to traditional battery-powered IoT devices
[3], [15].

1) Energy-Efficient Identification: A-IoT devices alternate
between energy-harvesting and active states, activating only
after harvesting enough ambient charge. Their limited storage
permits only a few transmissions, making successful random
access and identification critical before energy is spent [14].
Resource allocation must therefore minimize identification
time under strict per-device energy budgets.

2) Harmonized Design: 3GPP A-IoT standardization em-
phasizes a unified protocol: shared modulation, coding, and
access schemes across all device types [4]. However, hetero-
geneous devices exhibit vastly different discharge times: Type 1
devices can remain active for several seconds, enough to com-
plete the CBRA procedure, while type 2a and 2b devices, with
higher power needs, last only milliseconds [13]. Consequently,
resource allocation must also minimize collisions for type 2a
and 2b devices to prevent premature energy exhaustion.

III. SYSTEM MODEL

For concreteness, we consider a single-cell indoor deploy-
ment comprising a 5G base station (BS) functioning as an A-
IoT reader for a population of A-IoT devices. The commu-
nication follows the direct connectivity architecture specified
in 3GPP as Topology 1, wherein devices interact directly with
the same BS in both uplink and downlink without intermediate
nodes [16]. The device population comprises Ntot devices
across types 1, 2a, and 2b. To model duty-cycled operation
where harvesting duration is set by the energy-harvesting rate,
we assume periodic harvest and active intervals with a common
duty cycle D across devices and independent phase offsets
between their cycles [17]. The devices are distributed uniformly
at random within a circular area centered at the BS and
remain stationary throughout the identification procedure. The
BS provides a continuous carrier wave to support backscatter-
based uplink communication for type 1 and 2a devices.

As introduced in Section II-B, CBRA is performed in
rounds. At the start of each round s ∈ {1, 2, . . . }, the BS
broadcasts a paging message prompting all unidentified active
devices to attempt access using the CBRA procedure (see
Fig. 1). The procedure terminates once all Ntot devices have
been identified. The BS allocates Ls access resources or slots
in round s, and each device randomly selects one resource
k ∈ {1, 2, . . . , Ls} to transmit in. For each resource k, the
outcome is classified as

ok =


Idle, if Sk = ∅,
Success, if |Sk| = 1 or rk ≥ γ,

Collision, otherwise,
(1)

where Sk is the set of devices transmitting in resource k,
rk =

Pi∗,k∑
i∈Sk, i ̸=i∗ Pi,k

, and γ is the so-called capture ratio. Pi,k



denotes the received power at the BS from device i in resource
k, i∗ = argmaxi∈Sk

Pi,k is the device with the highest received
power in that resource. The capture ratio accounts for the
fact that a sufficiently high signal-to-interference power ratio
permits successful detection even when signals from multiple
devices collide. In practice, the BS does not have direct
knowledge of Sk or the received powers Pi,k, and instead infers
outcomes based on successful signal decoding or detection of
signal energy [18]. We assume that the BS correctly determines
each resource’s outcome ok. Incorporating missed or false
collision detections is straightforward, especially in our RL-
based solution described next.

IV. PROPOSED APPROACH

We cast resource allocation for A-IoT random access as an
optimization problem and solve it with an RL-based approach.

A. Resource Allocation Optimization Problem

Denoting N
(s)
1 , N (s)

2a , and N
(s)
2b the number of active type 1,

2a, and 2b devices at the beginning of round s, respectively,
the total number of unidentified devices in round s is given by

Ns = N
(s)
1 +N

(s)
2a +N

(s)
2b . (2)

Noting that the number of access resources should dynamically
adapt to match the contention level, we follow the backlog-
adaptive optimal frame sizing strategies proposed for DFSA
[19], and set the number of access resources as

Ls = ⌈βsNs⌉, βs ∈ [βmin, βmax], 0 < βmin ≤ βmax .
(3)

Selecting the resource expansion factor βs lies at the heart of
our random-access resource-allocation strategy. Conventional
identification schemes focus solely on minimizing total com-
pletion time. In A-IoT scenarios, however, each device has a
finite, varying energy budget. Accordingly, in each round we
choose βs by solving the optimization problem

max
βs

[(1−α)S(βs)−αC2(βs)] s.t. βs∈ [βmin,βmax], (4)

where S(βs) is the expected number of successfully identified
devices per resource across all device types, and C2(βs) is the
expected number of collisions per resource for types 2a and
2b. The collision term drives early identification of 2a and 2b
devices, which have tighter active-time limits. The weight α ∈
[0, 1] is a design parameter that trades off overall throughput
(α ↓) against prioritizing these constrained device types (α ↑).

Incorporating capture effects from varying received-power
levels makes solving (4) impractical. Furthermore, estimating
success and collision probabilities depends on the varying per-
type backlogs N

(s)
1 , N (s)

2a , and N
(s)
2b at the start of each round,

which the BS cannot observe directly, since it only has access
to the per-resource outcomes ok.

B. Resource Allocation Method

Applying (4) for s = 1, 2, . . . , we formulate resource
allocation as a Markov decision process (MDP) in which
the parameter βs is chosen sequentially until all devices
are identified. We then employ RL to derive an allocation
policy directly from slot-level feedback, removing the need
for explicit backlog estimation. Concretely, at each round, the
BS’s RL agent selects βs based solely on the previous round’s
aggregated slot observations ok. By repeatedly interacting with
this partially observable environment, the agent learns to map
these observations to the optimal allocation for the next round.

1) State Space: Following the above arguments, we define
the state-space vector as

xs =
[
S
(s−1)
1 , S

(s−1)
2a , S

(s−1)
2b , Is−1, Cs−1, Ls−1

]
. (5)

Here, S(s−1)
1 , S(s−1)

2a , S(s−1)
2b are the numbers of successfully

identified devices of types 1, 2a, and 2b in round s−1, and Is−1

and Cs−1 denote the counts of idle and collided resources in
the same round, respectively. All components of xs are directly
observable at the BS, since each successful transmission reveals
the transmitting device’s identity. The use of device types in
xs aids learning, as the observed success patterns indirectly
encode information about capture effects and the composition
of the contending devices.

2) Action Space: The action at each decision step s is to
choose the number of access resources for round s. Although
this mirrors the assignment in (3), the choice must depend
solely on the observed state vector xs. We proxy the unobserv-
able backlog Ns with the previous round’s collision count Cs−1

and idle count Is−1 as contention indicators [6], using their
complementary changes to provide a continuous learning signal
under duty cycling. Concretely, the agent picks a resource-
expansion multiplier ms ∈ M from a predefined finite set
M ⊂ R. We then allocate

Ls = ⌈ms · (Cs−1 + Is−1)⌉ (6)

resources for the next round. Allowing the agent to adjust ms in
this way yields a data-driven mechanism for contention control
under varying load.

3) Reward Function: The reward function quantifies the
allocation policy’s performance in round s using that round’s
observed outcomes. We define

rs =
(1− α)

Ls

(
S
(s)
1 + S

(s)
2a + S

(s)
2b

)
− α

Ls
C

(s)
2 , (7)

which mirrors the objective in (4).

C. Implementation

With our MDP’s state and action spaces defined, we im-
plement the learning framework using PPO [12]. We train
the PPO agent offline, initializing each episode by sampling
a random network configuration and an initial allocation of
access resources. During training, we assume access to the
ground-truth counts of resources where type 2a and 2b devices
collided, and we embed these counts into the reward function



TABLE II
SYSTEM SIMULATION PARAMETERS.

Parameter Value
Indoor cell radius 30 m
BS height 8 m
Device height 1.5 m
Carrier frequency 0.9 GHz
Path loss model 3GPP InF-DH
Capture ratio 6 dB
Initial access resources 8
Data rate 7 kbps
Paging message 104 bits
Message 1 (Msg1) 38 bits
Message 2 (Msg2) 88 bits
Message 3 (Msg3) 144 bits
Tx power of BS 33 dBm
Tx power of type 2b −20 dBm
Power consumption of type 1 1 µW
Power consumption of types 2a/2b during TX 200 µW
Power consumption of types 2a/2b during RX 50 µW
Backscatter loss of types 1 and 2a 6 dB
Backscatter gain of type 2a 10 dB

(7), which penalizes collisions and rewards successful identifi-
cations. We use the Stable-Baselines3 library [20] to optimize
the policy network via the clipped surrogate objective paired
with generalized advantage estimation (GAE) to ensure stable,
sample-efficient policy updates.

V. PERFORMANCE ANALYSIS

This section presents simulation-based performance results
for the proposed method and compares them with benchmark
schemes.

A. System Parameters

Simulation parameters follow the 3GPP evaluation models
[4], [21] and are summarized in Table II. Performance metrics
are averaged over 100 seeded episodes, with all methods
sharing the same seed sequence to ensure consistent device dis-
tributions and initial resource allocations. In the 3GPP CBRA
framework, AOs occur in time and/or frequency domains; for
fair comparison with the benchmark methods, we consolidate
them into a single pool of adaptive time-domain resources.
Each Msg2 transmission is considered to correspond to a Msg1
for contention resolution [22].

Table III summarizes the PPO training parameters. The
method is trained across a range of device population sizes
Ntot ∈ [10, 1000], with both homogeneous and heteroge-
neous scenarios randomly sampled during training episodes.
To promote generalization across diverse early-stage contention
dynamics, the initial access resource is drawn uniformly from
the set {2, 4, 8, 16} [14]. The multiplier set M = [0.25, 10]
governs the agent’s action choices throughout training. Train-
ing and evaluation are conducted independently for different
duty cycles D ∈ [0.1, 1] [17] with per-device initial phase
offsets drawn uniformly at random. To ensure fair quantitative
comparison, we report results for D = 1, corresponding to
the always-active case adopted by the benchmark methods,
before examining the effect of varying duty cycle. Unless stated
otherwise, we report results for α = 0.5.

TABLE III
PPO TRAINING PARAMETERS.

Parameter Value
Actor & critic network MLP (2×128, ReLU)
Reward design parameter α 0.5
Action multiplier set M [0.25, 10]
Learning rate 3× 10−4

Discount factor 0.9
GAE parameter 0.95
Clip range 0.2
Entropy coefficient 0.01
Value function coefficient 0.5
Max gradient norm 0.5
Steps per rollout 2048
Mini-batch size 256
Epochs per update 10
Total training steps 1,000,000

B. Comparison with Benchmark Methods

We consider four established methods that have been used
for RFID systems as benchmarks: frame-slotted ALOHA
(FSA) with fixed frame length, i.e., Ls, the dynamic frame
length ALOHA developed in [23], which later became known
as DFSA using Schoute’s backlog estimator, the capture-aware
backlog estimation method (CMEBE) from [24], and the Q-
algorithm of the EPC Gen-2 RFID standard [6]. We note that
the latter has been used for the preliminary study of A-IoT
within 3GPP Release 19 [4].

We evaluate the proposed RL scheme using two key met-
rics: (i) average energy consumed per device until successful
identification, accounting for paging, collisions, contention
resolution by Msg2, and the final transmission of Msg3, and (ii)
average total identification time until all devices are identified,
including paging overhead and contention resolution across all
rounds. Performance is assessed under two settings. In the
heterogeneous scenario, devices are evenly distributed across
the three types. In the homogeneous scenario, each type is
evaluated in isolation. We initialize the number of access
resources at L1 = 8 [14], except for FSA, which requires
Ls = 128, ∀s, based on its observed stable operating point.

1) Heterogeneous Scenario: Figures 2 and 3 show the aver-
age energy consumed per device until successful identification
in the heterogeneous scenario, plotted against the total number
of devices Ntot to be registered for device types 1 and 2b,
respectively. The results for type 2a closely mirror those for
2b and are omitted for brevity. We observe that FSA with a
fixed frame length Ls = 128 performs best up to 400 devices
but degrades sharply beyond that point, highlighting the need
for dynamic frame allocation as the device population grows.
While adaptive, the Q-algorithm incurs higher average energy
consumption due to paging overhead induced by frequent frame
termination. In contrast, our proposed RL-based allocation
consistently achieves the lowest energy consumption once more
than 400 devices are present, and it is close to optimal for
systems below that. For device type 1, the gain over DFSA-
Schoute and CMEBE is about 36% for the entire range of
Ntot = 400 . . . 1000. The more critical cases are device types
2a and 2b, which incur substantially higher energy costs during
the random access procedure. By optimizing according to
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Fig. 2. Average energy per device for type 1 vs. total number of devices Ntot
for the heterogeneous scenario.
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Fig. 3. Average energy per device for type 2b vs. total number of devices
Ntot for the heterogeneous scenario.

criterion (4) and the corresponding reward (7), our method
outperforms both DFSA-Schoute and CMEBE by learning
to allocate resources to strike a balance between reducing
collisions for types 2a and 2b and increasing the number of
successful transmissions. For Ntot = 1000, the average energy
consumption for type 2a and type 2b is reduced by 29%
and 26%, respectively, compared to the second-best method
CMEBE.

Figure 4 depicts the average total identification time as a
function of Ntot. The proposed RL-based scheme consistently
achieves the shortest identification time, outperforming the
benchmark methods. These results demonstrate that our ap-
proach not only enhances energy efficiency across all device
types but also accelerates the overall identification process.

2) Homogeneous Scenario: Next, we examine the special
case of homogeneous populations, i.e., systems composed
exclusively of one device type (type 1, 2a, or 2b). Table IV
summarizes the relative improvement of our RL-based alloca-
tion over benchmark methods for Ntot = 1000 devices of the
same type. The proposed scheme outperforms all benchmarks
in both energy consumption and identification time for all
device types. For types 2a and 2b, the reward function naturally
balances successful identifications against collisions, driving
more energy-efficient operation. By contrast, for type 1 devices,
the reward simplifies to maximizing throughput, resulting in
relatively less energy gains compared to types 2a and 2b.
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Fig. 4. Average total identification time vs. total number of devices Ntot for
the heterogeneous scenario.

TABLE IV
RELATIVE IMPROVEMENT (IN %) ACHIEVED BY PROPOSED METHOD

RELATIVE TO BENCHMARK METHODS IN HOMOGENEOUS SCENARIOS WITH
NTOT = 1000 DEVICES.

Metric Device FSA Q-algorithm DFSA-Schoute CMEBE

Energy
1 85 94 25 11
2a 86 91 38 28
2b 96 94 34 24

Time
1 67 5 5 2
2a 67 4 3 1
2b 86 7 4 2

C. Impact of Duty Cycle D

Figure 5 shows the relative improvement in average energy
consumption of the RL-based allocation over baseline methods
for type 2b devices in the heterogeneous scenario, for Ntot =
1000 devices, as the duty cycle D varies from 0.1 to 0.9.

When the duty cycle, and therefore the number of contending
devices, is high, particularly in earlier rounds, the RL-based
allocator increases resource allocations by using larger action
multipliers. This quickly relieves congestion and lowers col-
lision overhead compared with the benchmark schemes. The
results in Figure 5 show that the gains at D = 0.5, 0.7, and
0.9 are comparable to those at D = 1 in Figure 3. As the duty
cycle falls below D = 0.5, only a small fraction of devices are
active in each identification round, so contention is reduced. In
this regime, the RL agent favors adopting more conservative
action multipliers, assigning just enough access resources to
minimize collisions and paging overhead. In contrast, baseline
algorithms, which assume participation of all devices in every
round, under-allocate resources and therefore suffer a sharp
increase in energy consumption due to additional collisions
and paging. Overall, these results indicate that the proposed
RL scheme successfully learns A-IoT duty cycling patterns
and adapts resource allocation to maintain efficiency across
operating regimes.

D. Impact of Design Parameter α

While our previous results used α = 0.5, Table V now ex-
plores its impact on a heterogeneous population of Ntot = 1000
devices under D = 1, with α varying from 0 to 1 in increments
of 0.25. The table reports each configuration’s average per-
device energy consumption and average total identification
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Fig. 5. Relative improvement in average energy of proposed RL-based
allocation over three baseline methods for type 2b under different duty cycles
D in heterogeneous scenario with Ntot = 1000 devices.

TABLE V
IMPACT OF PARAMETER α ON AVERAGE ENERGY CONSUMPTION AND
AVERAGE TOTAL IDENTIFICATION TIME FOR THE PROPOSED METHOD.

HETEROGENEOUS SCENARIO WITH NTOT = 1000 DEVICES UNDER D = 1.

α Device 1 (µJ) Device 2a (µJ) Device 2b (µJ) Time (s)
0.00 0.23 17.27 15.33 60.4
0.25 0.18 14.88 13.71 57.0
0.50 0.16 13.89 13.00 56.0
0.75 0.13 12.11 11.76 61.9
1.00 0.11 11.63 11.49 370

time until all devices are identified. When α = 0, the agent
maximizes throughput by allocating fewer resources per round.
This increases the number of successful identifications per slot
but also raises collision rates and the number of contention
rounds, which in turn lengthens the total identification time due
to cumulative paging delays. At the opposite extreme, α = 1
leads the agent to focus exclusively on collision avoidance for
types 2a and 2b by assigning a large resource pool each round.
Although collisions are minimized, the abundance of idle slots
again prolongs the overall identification time. With α = 0.5,
the agent achieves a balanced trade-off: it maintains high
resource utilization while keeping both idle slots and collisions
low. This balance produces the lowest energy consumption and
shortest identification times. Thus, choosing α = 0.5 is well-
justified when fast identification and reduced energy use for
type 2a and 2b devices are priorities.

VI. CONCLUSION

We presented an RL-aided CBRA framework for A-IoT
under partial observability that adapts contention resources
directly from observable slot outcomes, thereby avoiding ex-
plicit backlog estimation. The learned policy is capture-aware
and supports heterogeneous device types, which are critical
for 3GPP A-IoT. Across homogeneous and heterogeneous
scenarios as well as under different duty cycles, the proposed
scheme consistently reduces both average device energy and
total identification time relative to conventional baselines, with
notable gains across all contention levels where rapid and
adaptive resource scaling is most beneficial.
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