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Abstract—Dolphin whistle detection is an important and multi-
purpose but time-consuming task. The ability to automate and
streamline this process can be invaluable for future research in
marine studies and other fields that aim to utilise these signals.
When dealing with underwater acoustics, a large obstacle to
overcome is the abundance of noise and interfering sounds,
natural and anthropogenic alike. In this paper, we apply suc-
cessful image classification networks to two separate datasets
containing dolphin whistles with the goal of determining an
effective method to conduct automated detection with minimal
interference from a manual operator regardless of environment.
We further investigate the impacts of shrinking the dataset size
and performing parameter freezing on the networks at hand.
Networks are assessed by their detection accuracy and achieve
performances comparable to those in existing works, the best
being 96.7 %, thus proving the effectiveness of these pre-trained
image classification models.

Index Terms—neural networks, image -classification, signal
detection, dolphin whistle

I. INTRODUCTION

The study of marine mammal communications can serve
a broad range of purposes, such as studying population and
behaviours, examining individual signals for contextual and
semantic meanings, or analysing signal structures to conduct
coherent biomimicry [1]. Whatever the ultimate goal, these
cases all start at the point of signal detection. These signals can
be broadly classified into two categories: clicks and whistles.
Clicks are high-energy, short-time, and broad-band pulses,
often occurring in a series [2]. Whistles are comparatively
low-energy and result in a narrow-band, frequency-modulating
sweep [2].

In this paper, we focus on whistles. These signals are
often harder to detect due to their lower signal-to-noise ratio.
However, they can carry extra information such as indicating
the identity of a dolphin, and their increased complexity
holds potential for use in covert communications. A whistle is
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composed of the fundamental frequency, typically considered
and studied in a frequency range below 25 kHz, and its
harmonics [2]. These harmonics occur at integer multiples
of the fundamental frequency and are generally ignored in
detection, since they are weaker in strength and would require
higher frequency recordings.

Existing works with marine mammal acoustics typically
involve preprocessing targeted at enhancing the signal quality.
Seramani et al. [3] develop a wavelet denoising strategy to
separate dolphin whistles from other ocean noise. Gruden and
White [4] approach whistle extraction through a Monte-Carlo
probabilistic view and require a set of measurements for each
time instance to reduce background noise. Mallawaarachchi et
al. [5] develop an algorithm to trace whistle contours from
spectrograms, and their preprocessing involves removal of
snapping shrimp noises, estimating local background noise,
and various image filtering algorithms.

In the realm of detection, Gillespie et al. [6] use mul-
tiple noise removal algorithms, amplitude thresholding, and
a connected region search to perform their detection and
classification of odontocete whistles. Their method achieves
recall and precision up to 88% and 79.6%, respectively,
which vary widely depending on the samples they tested.
Siddagangaiaha et al. [7] use an entropy approach to detect
dolphin whistles and clicks, obtaining an accuracy of over
95%. Their preprocessing involves the use of bandpass filters
in varying ranges depending on the location and desired
signal. In the recent years, signal detection has increasingly
utilised machine-learning methods. The success of image-
classification networks is especially encouraging, since whistle
labelling is generally done by humans using spectrograms.
Bergler et al. [8] apply deep learning strategies to detect whale
sounds, achieving a positive-predictive value of 93.2%. Wu
et al. [9] use swarm intelligence networks to detect dolphin
whistles, achieving an accuracy of 95.45%. However, even
with inclusion of neural networks, some form of preprocessing
(e.g. augmentation, denoising) remains.



Inspired by [10], this paper seeks to evaluate the ability of
well-known image classification models at adapting to the task
of dolphin whistle detection. We aim to apply the success of
these models towards a smaller, more niche task. A potential
benefit is in the comparatively large and diverse datasets that
these pre-trained models are initially trained on since the
success of whistle detection may be hampered by a lack of
consistent, labelled data. State-of-the-art image classification
models use convolutions in initial layers to extract features;
this starts with detecting shapes and patterns before composing
these into complex forms. Transfer learning can be used
in image classification to fine-tune a trained model rather
than start from scratch. This leverages huge, existing datasets
towards the goal of a new recognition task.

In light of the above, this paper contributes the following:

e We expand on the application of transfer learning to
automated dolphin whistle detection and develop models
which perform comparably to or better than existing
methods.

o We demonstrate the benefit of using minimal data pre-
processing and instead relying on the neural network to
adapt to the environmental conditions, thus streamlining
the detection process.

e We show that the above processes allow a network
to successfully detect dolphin whistles from differing
databases.

o« We examine the impact of a reduced dataset size and
freezing neural network parameters.

The rest of the paper is organised as follows. In Section II,
we describe the datasets and the preprocessing. Additionally,
we show the architecture of the neural networks used. In
Section III, we evaluate the performance of networks in a
series of experiments. Finally, we present our conclusions
in Section IV. Code for our work can be found at https:
//github.com/coff-tea/whistle_detector.

II. MATERIALS AND METHODS

This section outlines the data samples used throughout the
paper and how they were constructed to form neural network
inputs. As well, the types of networks used are discussed and
evaluated to decide a small subset for further testing.

A. Datasets

We use two datasets from different environments and con-
ditions, both with dolphin whistles and containing minimal
interfering signals. The first (dataset A) is the same as found
in [10]. The sound recordings were obtained at a fixed depth
of approximately 50 m and a distance of approximately 200 m
from known dolphin reefs in Eilat, Israel. Two Geospectrum
M18 hydrophones were suspended approximately 1.5 m above
the seabed, and recordings were taken continuously over 27
days during the summer of 2021. The recordings resulted in
2-channel audio data. The tagging of this dataset has been an
ongoing process done by a human expert, and the set used
for this paper was updated in late 2022. The dataset consists

of 5247 whistles (positive samples) and a substantially larger
subset of empty data (negative samples).

The second (dataset B) is from the 8th DCLDE workshop
[11]. This set of audio files was recorded in the Western
Atlantic Ocean, and it includes only one channel of data. Tags
were manually derived and checked, resulting in a total of
1598 whistles and, again, a larger number of negative samples.

In both datasets, a selection of negative samples was ran-
domly chosen from the larger number available. This provided
an equal number of positive and negative samples, negating the
issue of class imbalance. Both datasets were split into three
parts: 80% training set, 10% test set, and 10% validation set.
While the training sets were seen by the models and used
to conduct backpropagation, the validation sets were used
to select the best model parameters to reduce the risk of
overfitting.

B. Data Preprocessing

In existing literature, work with odontocete signals involves
varying amounts of data preprocessing aimed at denoising
the data. However, when neural networks are used for image
classification, there tends to be very little done to the data.
Data normalisation is an accepted standard, but backgrounds
of images are left alone. In some cases, data augmentation is
used to improve network performance but this is not done with
the intention of denoising. We theorised that since networks
are able to quite accurately classify images with all types of
backgrounds, the same should apply for spectrograms.

Each sample is chosen to be 1.0 s, as this encompassed most
whistle lengths without being large enough to make shorter
whistles relatively insignificant to the overall sample. These
1.0 s clips are converted to spectrograms using Hamming
windows with a window length of 1024 and overlap length
of 128. The frequency range for spectrograms is capped at
25 kHz, which matches or exceeds the range most works use
to capture a dolphin whistle’s fundamental frequency. While
[2] indicates that this could extend higher, this range has
been sufficient in existing works. Each spectrogram image is
individually min-max normalised and resized to 224 x 224
to match the pre-trained models’ input sizes. This method
of preprocessing is referred to as “Min-Pre” in the following
sections.

To replicate the results from [10], we also reproduced their
preprocessing pipeline, which we refer to as “Add-Pre”. The
data selected is as above, but the spectrogram conversion uses
a Blackman window and a differing window length. As well,
the audio data is first fed through a bandpass filter for 5-20kHz
before undergoing the same normalisation and resizing. The
data is cut to a length of 0.8s (centered on the whistle when
present) and a 3-20kHz frequency range. Models trained using
this preprocessing method are denoted with “*” in their name
in the following sections. The difference between these two
preprocessing methods is illustrated in Figs. 1 and 2, which
display two representative positive samples (stacked vertically)
each from the two datasets.



Fig. 1: Difference in spectrograms produced by two data
preprocessing methods on example whistles from dataset A.
Left: Min-Pre. Right: Add-Pre.

Fig. 2: Difference in spectrograms produced by two data
preprocessing methods on example whistles from dataset B.
Left: Min-Pre. Right: Add-Pre.

In dataset A, the input data was stacked in three channels:
channel 1, channel 2, and an average of both channels. As per
[10], the average was included under the theory that it would
help mitigate the background noise as the separate channels
should have slightly differing noise. In dataset B, only one
audio channel was available. This single channel was stacked
three times to mimic the former structure and allow the same
model to be used between datasets.

C. Performance Criteria

Since we trained models based on their ability to detect the
presence of a dolphin whistle, this naturally lends itself to a
binary prediction indicating presence of a whistle signal in the
spectrogram (1) or not (0). Thus, models were trained using
binary cross-entropy loss. Alongside this metric, we assessed
model peformance on overall accuracy (Acc), missed detection
(MD), and false alarm (FA).

D. Neural Networks Utilised

We first conducted k-fold cross validation on various image
classification models in the DenseNet [12], ResNet [13], and
VGGNet [14] series:

e DenseNetl61 (Densel61),
DenseNet201 (Dense201);

e ResNet50 (Res50), ResNetlO01 (Res101), ResNetl52
(Res152); and

« VGGNetl6 (VGG16), VGGNetl6 with batch normali-
sation (VGG16BN), VGGNetl9 (VGG19), VGGNet19
with batch normalisation (VGG19BN).

This was done in order to determine the most effective
model in each series. These three series are well-known and
popular for their performances on image classification tasks.
As well, DenseNet and ResNet have innovations aimed at
reducing overfitting or vanishing gradients, which we theorise
to be important when exploring the impact of a reduced
training dataset size.

We used the default parameters provided by the PyTorch
framework [15] as a starting point to leverage the benefits of
transfer learning. These classification models are all trained
for images in an RGB-spectrum, using three channel inputs
that reflect different aspects. In the case of the spectrograms,
our three channel inputs did not reflect this same division
of meaning. When using the provided model parameters, we
copied a single RGB channel’s values (arbitrarily chosen to
be R) across the other two. This was done in the hopes of
encouraging the model to consider the channels more equally
and independently as opposed to how they typically function.
Additionally, the pre-trained models were used to classify into
1000 classes so we replaced all final layers to produce a single
output.

To replicate the pre-trained model from [10], we used
VGG16 with the paper’s preprocessing method, as mentioned
in the previous section. Their chosen architecture used fully-
connected layers were 50, 20, and 1 rather than the original
sizes. Two versions of the model were created, one with and
one without dropout layers. These are denoted respectively as
VGG16D* and VGG16*. The VGG16 model from [10] does
not include dropout layers while the original architecture does,
so both were tested. Fig. 3 shows the overall structure of our
VGG16* model.

In addition to these models, we created a simple convolution
network from scratch as a point of comparison. This model is
referred to as “Simple” and shown in Fig. 4. It does not have
transfer learned parameters or additional architectural benefits;
instead, it uses only the inherent abilities of convolution
networks to learn from images. This model consists first of
5 sets of convolution-dropout-pooling layers followed by 3
fully-connected layers. This model is motivated by simplicity,
so we conducted a short series of experiments to determine
a suitable structure that could perform well in this detection
task without utilising an overly large network.

The models were trained on dataset A until they showed no
improvement on validation set loss for a consecutive number

DenseNet169 (Densel69),
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Fig. 7: Architecture of VGG19BN.

of epochs. The cross-validation process was conducted using 5
folds and performed 3 times. The results in terms of validation
loss are shown in Table I. Based on these results, we used the
following models going forward: Densel61, Res152, Simple,

TABLE I: Cross validation test loss for all tested models, done
using dataset A

Model Trial 1 | Trial 2 | Trial 3 | Total
Average Average Average Average
Densel61 0.289 0.279 0.308 0.292
Dense169 0.352 0.315 0314 0.327
Dense201 0.328 0.323 0.323 0.324
Res50 0.357 0.361 0.400 0.373
Res101 0.395 0.444 0.326 0.388
Res152 0.403 0.326 0.363 0.364
Simple 0.686 0.777 0.880 0.781
VGG16 0.645 0.613 0.593 0.617
VGG16BN | 0.448 0.392 0.400 0.413
VGGI19 0.821 0.805 0.957 0.861
VGG19BN | 0.387 0.376 0.351 0.371
VGG16* 0.444 0.512 0.492 0.483
VGG16D* | 0.963 0.841 0.550 0.784

VGGI19BN, and VGG16*. Figs. 5-7 show the architectures of
the models. The figures also include indication of where model
freezing checkpoints are located, which will be explained in
Section III-D.

III. RESULTS

We evaluate the selected models’ performances in a series of
different experiments and using both datasets. We first consider
the baseline performance of models using dataset A before
considering their ability to generalise to the second dataset B.
Then, we explore the impact when the training set size is
reduced. Finally, we conduct parameter freezing. The same
criteria are included as discussion in Section II-C.

A. Comparison of Model Detection

To begin, we obtain a baseline of model performance on a
dataset of good size and quality. Table II shows the results for
models trained and tested on dataset A. The test set consisted
of 525 positive and 525 negative samples. Each model used
Adam optimisation and was tuned using optuna [16] to achieve
a stable and optimal set of hyperparameters, which we refer
to as hyperparameter set A. Training was continued until
there was non-improvement for 20 consecutive epochs (40 for
Simple), and the ”Ep.” column indicates how many epochs
were necessary for this optimal model condition to be reached.

In all cases, the test accuracy varied from the validation
accuracy at the specified epoch by less than 1%, which
indicates that the models were able to generalise well. Based
on the results from Table II, we see that Dense161 performs the
best, although the difference between the models is not large.
In fact, even Simple, the lowest-achieving model, performs
well above the PamGuard benchmark (66.4%) as noted in [10]
and is comparable or better than reported results in existing
literature we noted. This indicates that neural networks have
a strong capability to perform automated detection for un-
derwater bioacoustics across the board. The main benefit of



TABLE II: Performance results of models on test set of dataset
A using hyperparameter set A.

Model | Ep. [ Loss [ Acc (%) [ FA (%) | MD (%) |
Densel61 | 4 0.128 [ 96.67 2.29 4.38
Res152 1 0.148 | 95.24 2.29 7.24
Simple 78 | 0177 | 95.14 0.95 8.76
VGG19BN | 1 0.158 | 95.71 1.52 7.05
VGGl6* | 5 0.129 | 96.38 1.71 552

TABLE III: Performance results of models on test set of
dataset A using hyperparameter set A*.

[ Model [ Ep. | Loss | Acc (%) | FA (%) [ MD (%) |

TABLE 1IV: Performance results of models on test set of
dataset B without any retraining.

| Model [ Acc (%) | FA (%) | MD (%) |
Densel6l | 84.69 5.00 25.63
Res152 88.75 1.88 20.63
Simple 74.38 438 46.89
VGGI9BN [ 8750 0.00 25.00
VGGl6* | 85.63 0.00 2875

TABLE V: Performance results of models on test set of
dataset B using hyperparameter set B.

using pre-trained models comes across in the reduced amount
of training required, as all models in Table II were able to
achieve excellent results within 5 epochs. When conducting
hyperparameter tuning, we also discovered that pre-trained
models tended to achieve good performance in a variety of
cases while Simple was unable to converge in some cases.
This is likely due to a combination of model complexity and
having a better starting point.

To assess the potential impact of data preprocessing, we
trained Dense161, Res152, Simple, and VGG19BN using Add-
Pre. The models were tuned to achieve their own set of
optimal hyperparameters, which we refer to as hyperparameter
set A*. The results of this experiment are shown in Table III.
Across the board, there is a slight decrease in performance
when using this preprocessing method. We suspect that this is
primarily caused by the resolution of the spectrograms which
could confound the model in several cases. This also indicates
that the bandpass filter in Add-Pre does not improve model
performance. Going forward, these four models will only be
assessed using Min-Pre.

B. Cross-Dataset Generalisation Capability

To test each model’s ability to generalise across datasets,
we used dataset B in the same 80/10/10 split of training,
validation, and testing sets. This results in 320 testing samples,
half negative and half positive. We first tested the models’ per-
formance without any additional training, shown in Table IV.

Unsurprisingly, the models were unable to achieve com-
parable performance in a new environment. The background
context is different, as well as the composition of samples.
Dataset B does not have two audio channels, so the input is
of a different nature than the stacked channels from dataset A.
Without any retraining, the model is unable to adapt to these
differences. While the false alarm rates were comparable to
those in Table II, the missed detection rates are much higher,
making this method effectively unusable. In general, it was
noted that the positive samples in dataset B tended to be
visually fainter than in dataset A. Although this could be

[ Model | Ep. [ Loss | Acc (%) [ FA (%) [ MD (%) |
Densel61* | 4 0.149 95.71 2.86 5.71 Densel61 5 0.252 9531 5.63 375
Res152* 4 0.171 95.14 1.33 8.38 Res152 6 0.203 96.56 1.88 3.00
Simple* 39 0.262 90.86 2.86 15.43 Simple 49 0.639 94.06 3.13 8.75
VGG19BN*| 15 0.168 95.33 2.86 6.48 VGG19BN | 3 0.102 96.56 1.25 3.63
VGGI16* 3 0.214 | 91.88 3.13 13.13

remedied with data preprocessing, we aim to put this burden
on the network as opposed to the operator.

To test the models’ abilities to adapt to a new environment,
we performed two tests. The first was a full retraining of the
models from their original starting point, using parameters as
provided by the PyTorch framework [15] or random initial-
isation for Simple. These results are comparable in nature
to those found in Table II albeit with a different dataset.
These models were tuned using the same process as before,
creating hyperparameter set B and achieving the results found
in Table V.

This creates a baseline indicator for how well we should
expect models to perform on this second dataset. These results
are not dissimilar from those found in Table II, showing that
the models are able to perform whistle detection in both
datasets. The models’ performances on validation and test sets
at the specified epoch tended to be larger than for dataset A,
but it did not exceed 2% in any case. The relative distribution
of false alarm and missed detection is similar in all cases
except for Densel61, which may reflect the model’s inherent
bias.

In a realistic scenario, we hope that a model trained on a
large, high-quality dataset (dataset A in this case) would be
able to provide the benefits of transfer learning for a second
dataset (datatset B here). This is in spite of the differences in
channel and thus data composition. With this goal in mind, we
trained models saved from Table II using hyperparmeter set A
and dataset B. The secondary hyperparameter set would not
be available in a real-life scenario, so we use hyperparameter
set A. These results are found in Table VI. We observe that
between Table V and Table VI, some models were able to im-
prove their performance while others were not. In all cases, the
differences were minimal. However, both tables lend credence
to our hypothesis that Min-Pre is sufficient and beneficial to
the overall detection performance, particularly when looking
in a new environment. The four models using this method



TABLE VI: Performance results of models on test set of
dataset B starting from models in Table II and using hyperpa-
rameter set A.

| Model [ Ep. | Loss | Acc (%) | FA (%) | MD (%) |
Densel61 [ 24 ] 0.323 | 96.88 1.25 5.00
Res152 1 0.156 [ 95.94 1.88 6.25
Simple 23 [ 0226 | 9231 438 10.00
VGGI19BN | 1 0.171 | 96.88 3.75 2.50
VGGle* | 2 0.194 | 92.50 2.50 12.50

(Densel51, Res152, Simple, VGG19BN) performed better
than VGG16* in both situations. Min-Pre is more suitable for
real usage since it would be extra, unnecessary work to create
a new data preprocessing method for every dataset.

C. Training Set Size Reduction

Datasets A and B both contain several thousands of samples.
While this may be small compared to some existing machine
learning tasks, it shows to be a sufficient size for whistle
detection. However, we would like to create a model that
is usable after only a little manual effort since automating
whistle detection has the ultimate goal of reducing the human
labour required. Additionally, we want to determine if there is
a benefit to using a network trained on whistle spectrograms
as opposed to a network that has been trained on images
in general. To further explore this, we used a subset of
dataset B. For the sake of comparability, we retain the same
dataset split as before rather than randomising the set selection.
Additionally, the validation and test sets were untouched, with
only the training set being reduced as indicated. This allows us
to explore the impact of a reduced number of training samples
without any confounding factors. We recognise that this does
not fully replicate a real-life scenario as a validation set would
likely also be smaller, but it is the best way to directly examine
the desired impact.

In this set of trials, we reduced the training set size of
2556 samples to 50% (1278), 25% (638), 10% (254), and 5%
(126). While we initially used the same stopping condition for
models, this resulted in a dramatic reduction in performance
in many cases. Since using a reduced dataset allows the model
to train faster, we increased the number of consecutive epochs
where the model would need to show no improvement before
taking the best result. The number of epochs was increased
inversely proportional to the dataset reduction, although this
was found to be unnecessarily large in most cases.

Fig. 8 shows the results with models using PyTorch param-
eters (Densel61, Res152, VGG19BN, VGG16*) or random
ones (Simple) as their starting point. Fig. 9 has models loaded
with parameters from Table II. We observe that in both cases
Simple has the sharpest drop-off when the training set size
is reduced, which is expected since it is also the shallowest
model by far. Additionally, we see Densel61, Res152, and
VGG19BN maintain a consistent detection performance above
that of VGG16*. In Fig. 9, which shows a more stable trend,
we see that VGGI19BN and VGG16* are comparatively less
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influenced by the reduced training set. This seems to be a
characteristic of the VGGNet series.

Comparing results from Fig. 8 to those in Fig. 9, the only
notable difference is in the trend being more stable. This seems
to indicate that using a spectrogram starting point allows the
training results to be more predictable and stable as opposed to
occasionally dipping below expected values (e.g. VGG19BN
at 25% in Fig. 8). While not shown, we also note that the
number of training epochs required to obtain these results
increases when the starting point is regular images rather than
spectrograms, which is as expected as the model needs to learn
more. Since the conditions from Fig. 8 should be considered
a baseline, we conclude that having a larger dataset to train
a good detector will help achieve a stable performance on
a second, smaller dataset when using one of the pre-trained
networks explored (Densel61, Res152, VGG19BN).



D. Effect of Freezing Model Parameters

In previous sections, we have leveraged pre-trained models
as starting points for training. This is an intuitive application
to our task at hand, since the typical RGB image looks quite
different to the spectrograms here. While definitions vary,
some may consider this a form of fine-tuning rather than pure
transfer learning. A different view of transfer learning fixes
the model parameters in place, only allowing a small subset
of layers to train. In this section, we explore the impact of
freezing model parameters at various points throughout the
network. This was done with the three pre-trained models
which used Min-Pre.

In [17], the transferability of model parameters is explored.
Two classification tasks are trained and cross-trained with
models frozen at different points throughout the models.
In general, they discovered that transferring parameters and
allowing the model to relearn fully was more successful than
freezing layers in the model, and they theorize that this is due
to the connections that are learned across layers needing to
be refined together. We attempt this same exercise with our
detection task. As stated in Section II-D, Figs. 5-7 include
“Freeze Points” which indicate points up to which model
parameters were frozen. These digits are appended to a model
name as designation. For instance, Densel61-1 freezes the first
convolution layer while the rest of the model can train; by
contrast, Dense161-9 only allows the last fully-connected layer
to train while freezing the rest of the model. In Dense161 and
Res152, the model is composed of a series of distinct blocks.
VGGI9BN is a repeating set of convolution and pooling
layers. Thus, the freezing points were inserted at these logical
breakpoints. The first breakpoint always includes only the
first convolution layer, while the last only excludes the fully-
connected layer(s) at the end of the model.

To start, we test the frozen models using dataset A and
hyperparameter set A. The baseline for these unfrozen models
can be found in Table II and are included in the graphs.
The results are shown in Fig. 10. For all models, there is
a consistent decrease in performance as more and more of the
parameters are frozen, dropping from the baselines by 15-20%.
Interestingly, all models show that freezing only the initial
layer/few layers may match or potentially beat the baseline by
a very small margin, most notable in VGG19BN for freeze
point 1.

We also tested this using models from Table II trained on
dataset B using hyperparameter set A. The baseline values
included are from a completely unfrozen model. These results
are found in Fig. 11 and indicate that there seems to be a
marginal gain in model accuracy when the initial layers are
frozen. This increase in performance is more significant than
in Fig. 10. Additionally, as more of the model is frozen, the
performance decreases less than in Fig. 10. We suspect that
this is due to the closer similarity between the tasks at hand
in this situation (i.e. simply applying a new database with
the same goal) as opposed to in [17]. This potential gain
in performance led us to combine the effects of parameter
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Fig. 10: Three trials of frozen training conducted for three
neural network models. The results at various partially-frozen
conditions are shown in blue dots, while the orange line
indicates the the original test accuracy from Table II.

freezing with a reduced training set size.

Parameter freezing was tested again using a subset of the
training set, specifically only 5% of the total amount as per
Section III-C. This would represent the most realistic scenario,
as the secondary dataset would be significantly smaller and
we want to determine if freezing parameters allows the model
to train and perform better on this smaller dataset. The results
are shown in Fig. 12, with baselines again compared to a fully
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Fig. 11: Three trials of frozen training conducted for three
neural network models. The results at various partially-frozen
conditions are shown in blue dots, while the orange line
indicates the original test accuracy from Table II.

unfrozen model. In this case, it appears that parameter freezing
is detrimental except for Res152. This is likely due to the fact
that the 5% dataset without any model freezing had a relatively
lower performance for Res152 than the other models.

IV. CONCLUSIONS

We have demonstrated the capability of transfer-learned
neural networks in application to the task of dolphin whistle
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Fig. 12: Three trials of frozen training conducted for three
neural network models. The results at various partially-frozen
conditions are shown in blue dots, while the orange line
indicates the the original test accuracy from Fig. 9.

detection. We have shown that these models are capable of
achieving performances similar to or better than the ones
cited in existing literature and without requiring any extra data
preprocessing. Rather, we demonstrate that the preprocessing
may be a hindrance in creating widely applicable detector
models, since it may require more human fine-tuning when
utilised in a new environment. In general, a neural network
that is sufficient in size is able to compensate for changes in
environment on its own.



Additionally, we have explored the impact of a reduced
training set size to mimic a real-world situation where a new,
sparsely-tagged dataset is in need of labelling. The results
show promise, since even a dataset of only a few hundred data
samples is able to produce satisfactory results. A model could
begin work on in a new environment with small amounts of
manually-provided data and build a database with speed and
ease that human eyes would be unable to match. This new
data could then be used to gradually improve the network,
with manual verification when necessary.

The effect of freezing parameters has been investigated as
well. Although the results generally seem discouraging, there
is potential benefit in freezing initial layers when transferring
between datasets. The similarity in features learned from one
dataset to another allow the model to perform better when
encountering a different dataset. However, when using a small
portion of this second dataset, it seems that this effect is lost.

Overall, based on all the tests done, it seems that VGG19BN
is the superior model for dolphin whistle detection by a
small margin. It shows consistently high performance and
is less impacted by a reduction in dataset size. However,
this difference is not overly large and may be explained
by the difference in model sizes. It can also be noted that
the VGGNet series shows a tendency to classify negative
samples better than positive samples, which may impact its
desirability for usage depending on which error the user is
more willing to tolerate. In the future, more tests of this strain
are needed to definitively determine which model is the best
across different datasets. In particular, we would like to expose
the models to noisier samples, such as whistles in the presence
of anthropogenic interference.
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